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The Oslo Multilingual Corpus: Models, Methods, Uses

Stig Johansson

University of Oslo

1. Two research traditions

One of the most striking developments in recent corpus work is the increasing interest in multilingual corpora. Multilingual corpora are of two main types:

•
corpora of original texts and translations into other languages;

•
corpora of original texts in different languages matched by criteria such as genre, the time of publication, etc.

The first type is generally called parallel corpora in the natural language processing community, a term which is sometimes used for the second type by linguists who insist that original texts and translations are not parallel. To prevent confusion, I will refer to the first type as translation corpora and to the second type as comparable corpora.


The difference in terminology is not the only thing which distinguishes linguists and specialists in natural language processing. Although multilingual corpora are a fairly recent phenomenon, we can speak about two research traditions, as Lars Borin points out in a recent paper (Borin 2002). On the one hand, we have linguists who use multilingual corpora for the purposes of language studies: contrastive analysis, typology, lexicography, translation studies, etc. On the other, we have language processing specialists who are concerned with tasks such as machine translation, machine-aided translation, and cross-language information retrieval. The methods used are characteristically different, and so is the size of the corpora. While linguists often work with fairly small corpora, language processing specialists typically use very large corpora and employ advanced computational and statistical methods. If we compare the publications by Johansson & Oksefjell (1998) and Véronis (2000), it is immediately apparent that there is a striking difference. I will come back to the two traditions in conclusion.

2. Models

I have been asked to talk about the Oslo Multilingual Corpus. We started about 10 years ago and built the English-Norwegian Parallel Corpus (ENPC). This is a bi-directional translation corpus, with translations going both ways: English to Norwegian and Norwegian to English. Because it is constructed in this way, we get a comparable corpus into the bargain. This is shown in Figures 1 and 2.

With a corpus of this kind we can make comparisons of different kinds, as shown by the arrows in Figure 3. Table 4 shows what happens if we expand the model to three languages, as we have done at the University of Oslo in a project which we have undertaken in collaboration with the Department of Germanic Studies; see Figure 4 (the figure was originally drawn in this way by Cathrine Fabricius-Hansen). We can compare:

•
original texts in the three languages;

•
original texts and translations across languages;

•
original and translated texts in each language;

•
translations across languages.

The main weakness of this model is that it is limited to texts that have actually been translated across the three languages.


                                                 


                                                          


Figure 1 English and Norwegian: original and translation

                                                 



                                                          


Figure 2 English and Norwegian: original texts in both languages






Figure 3 The model for the English-Norwegian Parallel Corpus


Figure 4 The Oslo Multilingual Corpus: English-Norwegian-German


Another model which we use is shown in Figure 5. At present we are building a corpus of Norwegian texts with their translations into English, German, and French, in cooperation with representatives from other subjects (German, French, and translation studies). With this corpus as well we are restricted by the number of texts that have been translated into all of these languages. But we find it valuable to build this type of resource. The more languages we include, the more clearly can we see the characteristics of each language, and the more general questions can we ask about the nature of language and the characteristics of translation.




   English





 Norwegian



German
        French

Figure 5 The Oslo Multilingual Corpus: Norwegian-English-German-French


One problem with most translation corpora is that there is just one translation for each text. To study the degree of variation in translation, we have compiled a small corpus according to the model shown in Figure 6. We have commissioned some of the best translators in Norway to translate two English texts that have not previously been translated into Norwegian. The translators have worked independently, and each has handed in both a draft and a final edited version.
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Figure 6 English and Norwegian: English source texts and multiple translations


These are the main models which we have used in our multilingual corpus, which we now refer to as the Oslo Multilingual Corpus (OMC). In addition to the languages I have mentioned, we also have some texts for English-Dutch, English-Portuguese, and French-Norwegian. Since we have had cooperation with sister projects in Sweden and Finland, we also have the possibility of extending the comparison to Swedish and Finnish.


As already pointed out, there are some limitations of translation corpora, including bi-directional translation corpora (see also the point on text selection in Section 3 below). Hence, corpora of this kind must be supplemented by larger monolingual corpora to adequately represent the languages to be compared.

3. Methods

Time does not allow me to go into detail as regards our methodology. I will just mention the main steps in multilingual corpus building and comment briefly on some of them. For more details, see the manual for the English-Norwegian Parallel Corpus (www.hf.uio.no/iba/prosjekt).

(
Text selection




To begin with, we make a survey of texts that have been translated between the languages we wish to include in the corpus. We focus on fairly recent texts, from the last 10-20 years or so, both fiction and non-fictional prose. The limitation to texts that have been translated means that we cannot hope to build corpora that could represent the languages involved in a fully satisfactory manner. The problem is made even more complicated by the fact that we want to build bi-directional corpora, where original texts in each of the languages are matched by genre and time of publication. The matching is difficult, as far more texts have been translated from the major European languages into Norwegian than in the other direction. As the corpus is expanded to include more languages, the problem becomes even more severe.


The reduce the influence of idiosyncratic features, a consistent attempt is made to include a wide range of authors and translators. For the same reason, and also to reduce the problems in getting permission from copyright holders (see the next point), we use text extracts rather then complete texts, in most cases extracts of 10,000 to 15,000 words. We try to match the material for each language, so that the different components of the corpus are comparable in size and extent. Thus the ENPC contains 50 original texts for each language, 30 fiction texts and 20 non-fictional texts, in all 200 texts including both originals and translations.

(
Copyright clearance
One of the most difficult problems in building a corpus is to get permission to include texts in the corpus. The problem is compounded by the fact that we must get permission both for the original texts and for the translations. There is a lot of correspondence involved before we manage to get copyright clearance, and in many cases we never receive the permission we ask for, and texts which we have selected must be discarded. The permission we get is quite restricted. The most important restrictions are that the texts can only be used for research and that the permission is limited to researchers at the University of Oslo and the University of Bergen. In our efforts to obtain copyright clearance, we have received valuable assistance from the authors’ and translators’ associations in Norway.

(
Scanning

(
Insertion of codes 

After the scanning stage, we code the texts, both originals and translations, for a number of features, such as sentence (<s>), paragraph (<p>), and highlighting (<hi>), in accordance with the recommendations of the Text Encoding Initiative guidelines. The codes are inserted in the texts by computer program.

(
Proofreading and insertion of header

The texts are proofread both for scanning errors and coding errors. It is particularly important to check the coding of sentences, or s-units, as the information on sentence division is crucial for the alignment stage which follows next. At this stage we also insert a header for each text, giving information both on the printed text and on the electronic version. The header coding is in accordance with the recommendations of the Text Encoding Initiative guidelines.

(
Alignment




The most important stage is the alignment of originals and translations. This is done by a program for automatic alignment developed by Knut Hofland (see Hofland & Johansson 1998). The program was originally developed for English-Norwegian, but has later been successfully adapted for many other language pairs. After alignment, each sentence has a unique identifier and a pointer (pointers) to the corresponding sentence(s) in the other language(s). The same program is used for all the models introduced in Section 2.

(
Proofreading of alignment

Although the alignment program has a high success rate, there are inevitably mistakes in alignment. In the proofreading of alignment, we focus on sentences where there is not a one-to-one sentence correspondence.

(
Building of database

After the alignment errors have been corrected, the texts are entered in a database in a format which is required for the search program developed for the project (see Section 4).

(
Grammatical tagging



The English and Norwegian original texts have been tagged grammatically using a constraint grammar parser, in collaboration with Atro Voutilainen, Helsinki, and the Text Laboratory at the University of Oslo. After tagging, each word form has a prefix that specifies the lemma and gives relevant grammatical information. For lack of resources, we have not been able to proofread and check the tagging in a systematic and exhaustive manner.

(
Re-building of database

After these stages, the corpus is ready to use. 

4. Uses

A special program has been developed for the corpus by Jarle Ebeling, the Translation Corpus Explorer (Ebeling 1998). These are some features which are catered for by the program:

(
It is possible to search for individual word forms or groups of word forms, e.g.: take or take|takes|took|taking|taken. It is possible to use wildcards, e.g. take* for all words beginning with this character sequence.

(
For texts which have been tagged grammatically, it is possible to search for lemmas or word forms with particular tags, e.g. <w l=”take”>, <w p=”Vpres”>takes.

(
Using a filter we can limit the search taking into account words in the surrounding context, e.g. take preceded within a specified span by the auxiliary would and/or followed within a specified span by the particle up.
(
Perhaps the most important option is to specify what forms must or must not occur in the corresponding sentence in the other language (for an example, see below).

(
We can adjust the context of the search up to 25 sentences before or after the search item.

(
We can indicate that the search item must be found in a particular position in relation to the beginning or the end of the sentence.

A couple of examples will do to illustrate the possibilities of the program.


In the search defined in Figure 7, we search for heart in ENPC/Fiction, in English original texts. The NOT filter at the bottom specifies that corresponding units in the Norwegian text must not contain an occurrence of hjerte/hjertet. An example of a sentence found by this search is (1) below. The identity of the text is revealed by clicking on the code AT1.
(1)
They were supposed to stay at the beach a week, but neither of them had the heart for it and they decided to come back early. (AT1)

De skulle egentlig vært på stranden en uke, men ingen av dem hadde lyst til å bli der lenger, så de bestemte seg for å dra hjem tidligere.
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Figure 7 A search  for heart using the Translation Corpus Explorer

There were 33 items of non-correspondence between heart and hjerte|hjertet, out of a total of 72 occurrences. Using the AND filter instead, we find 39 instances. The search was done using the option ‘Hide tags’. If we carry out the search with this option turned off, we get:

(2)
<s id=AT1.1.s1 corresp=AT1T.1.s1>They were supposed to stay at the beach a week, but neither of them had the heart for it and they decided to come back early.</s> 

<s id=AT1T.1.s1 corresp=AT1.1.s1>De skulle egentlig vært på stranden en uke, men ingen av dem hadde lyst til å bli der lenger, så de bestemte seg for å dra hjem tidligere.</s>

Here we see the coding that makes it possible to retrieve corresponding units from originals and translations. If we carry out the search in the tagged corpus, we get:

(3)
<s id=AT1.1.s1 corresp=AT1T.1.s1><w p="Pnom">They</w> <w l="be" p="Vpast">were</w> <w l="suppose" p="EN">supposed</w> <w p="TO">to</w> <w p="Vinf">stay</w> <w p="PREP">at</w> <w p="DET">the</w> <w p="N">beach</w> <w p="DET">a</w> <w p="Nadv">week</w>, <w p="Cc">but</w> <w p="P">neither</w> <w p="PREP">of</w> <w l="they" p="Pobl">them</w> <w l="have" p="Vpast">had</w> <w p="DET">the</w> <w p="N">heart</w> <w p="PREP">for</w> <w p="Pobl">it</w> <w p="Cc">and</w> <w p="Pnom">they</w> <w l="decide" p="Vpast">decided</w> <w p="TO">to</w> <w p="Vinf">come</w> <w p="ADV">back</w> <w p="ADV">early</w>.</s> 

<s id=AT1T.1.s1 corresp=AT1.1.s1><w p="Ppers">De</w> <w p="Vpretaux">skulle</w> <w p="ADV">egentlig</w> <w l="være" p="Vperfpaux">vært</w> <w p="PREP">på</w> <w l="strand" p="N">stranden</w> <w p="DETkvant">en</w> <w p="N">uke</w>, <w p="Cc">men</w> <w p="DETkvant" p="DETkvant">ingen</w> <w p="PREP">av</w> <w l="de" p="Ppers">dem</w> <w l="ha" p="Vpretaux">hadde</w> <w p="N">lyst</w> <w p="PREP">til</w> <w p="Infmerke">å</w> <w p="Vinfaux">bli</w> <w p="ADV">der</w> <w l="lenge" p="Acmp" l="lang" p="Acmp">lenger</w>, <w p="Cc">så</w> <w p="Ppers">de</w> <w l="bestemme" p="Vpret">bestemte</w> <w p="Prefl">seg</w> <w p="PREP">for</w> <w p="Infmerke">å</w> <w p="Vinf">dra</w> <w p="ADV">hjem</w> <w l="tidlig" p="Acmp">tidligere</w>.</s>

To make it easier to read the text, I have given all the words in bold. Note that each word is accompanied by grammar and lemma information. Needless to say, this coding is not for the reader, but for use in specifying searches. 

An example of another search is given in Figure 8. Here we look for occurrences of all words ending in ing, and with the grammatical tag ING, in the first position of sentences in the tagged English fiction texts. 
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Figure 8 A search for sentences opening with an ing-form

An example from this search is:

(4)
"ING">Leaning up on his elbow, his face clenched with fury and disgust, he listened to what could be plainly heard even from his wall; then lay tense, "ING">breathing fast. (DL2)

Han lente seg på albuen og lyttet, ansiktet var sammenbitt i raseri og avsky.
Så ble han liggende stiv. Han pustet tungt.

Note that both ing-forms here are highlighted, but the one we are interested in is the first one.


As a further illustration, I will include an example from a search for the Norwegian concessive marker likevel in our Norwegian-English-German-French corpus (cf. Figure 5):
(5)
Det er to år og to måneder til jeg har examen artium, hvis jeg ikke har gitt tapt og falt av lasset lenge før den tid. Kanskje er det likevel en feil ved meg at jeg er så tålmodig. Jeg samler opp og samler opp, og nåde meg den dagen jeg har fått nok og det brister for meg. (BHH1)

Erst in zwei Jahren und zwei Monaten werde ich mein Abitur haben, wenn ich nicht längst vorher aufgegeben habe! Vielleicht ist meine Geduld ja doch ein Fehler. Ich sammele und sammele alles in mir, und Gnade mir an dem Tag, an dem ich genug habe und alles aus mir herausbricht.

It will be two years and two months until I have my artium degree, if I don't give up and drop by the wayside before that time. Maybe it is a defect, after all, that I am so patient.I keep holding things in, and God help me the day I've had enough and something snaps.

J'en ai encore pour deux ans et deux mois avant de passer le baccalauréat à moins que, pris de découragement, je ne décide de tout lâcher d'ici là. Finalement, peut-être ai-je tort de me montrer si patient. J'accumule, j'accumule, jusqu'au jour où la mesure sera comble et je ne tiendrai plus.

The Translation Corpus Explorer is a search program. That is, if we want to analyse the data further, we need to import the results of searches into some other program.


The search program provides material which is used in studies of different kinds. Some examples of studies we have carried out so far are (for references, see our websites):
(
presentative constructions in English and Norwegian (Ebeling)

(
word order in English and Norwegian (Hasselgård)

(
expressing possibility in English and Norwegian (Løken)

(
Norwegian discourse particles in a contrastive perspective (Johansson & Løken)

(
the Norwegian concessive marker likevel and its correspondences in English (Fretheim & Johansson)
(
the construction type that’s what and corresponding expressions in Norwegian and German (Johansson) 

(
generic subjects in English, Norwegian, and German (Johansson)

(
relative constructions in French and Norwegian (Helland)
(
English ing-constructions and their correspondences in Norwegian (Behrens)

(
clauses introduced by the conjunction indem and corresponding expressions in English and Norwegian (Behrens & Fabricius-Hansen) 

(
information density in Norwegian and German (Fabricius-Hansen, Solfjeld)

(
explicitation in translation (Øverås)

(
deviant features in translations compared with original texts (Elsness, Hasselgård, Johansson)

Note also the study carried out by Helge Dyvik, to be presented in another talk at this conference.

The way we have organised our material makes it possible to carry out a wide range of studies. Nevertheless, many points which we would like to study are not easily accessible. For this reason, we plan to carry out problem-oriented tagging, inserting codes in the texts for particular features which we plan to examine.

5. … and never the twain shall meet?

The sort of work that I have described, and the type of corpus, fall within the linguistic tradition rather than the natural language processing tradition. And yet I believe that what we do should be of interest also for the natural language processing community. The work we do on translation and in comparing languages should be relevant for those who wish to develop systems for machine translation. The semantic networks that Helge Dyvik is establishing should be highly relevant for developing systems for cross-language information retrieval. Some of our work borders on speech technology. The way we organise and code our texts is similar to what is done in natural language processing. Note also Knut Hofland’s automatic alignment system and Jarle Ebeling’s Translation Corpus Explorer, two very good programs. Twenty years ago we were involved in a project that developed a system of automatic grammatical analysis based on probabilistic principles (see Garside et al. 1987 and Johansson et al. 1986).


What we can hope for is that there will be a narrowing of the two traditions, and both will gain from this. The recent book edited by Lars Borin is a good example showing that the two traditions can co-exist. I borrowed the title of my conclusion from Lars Borin’s introduction: … and never the twain shall meet (a quotation from Kipling: Oh, East is East, and West is West, and never the twain shall meet). I believe that linguists and speech technologists should join forces, or at least establish common channels of communication. Because – and I end with another quotation from Lars Borin’s paper – because divided we fall. 
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